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Abstract

Bayesian Optimization (BO) is the standard approach for optimizing expensive black-box
functions. However, the traditional Gaussian Process (GP) surrogate has signi cant scaling
limitations and poor performance in higher dimension problems beyond 20 variables. In this
study, TabPFN (Tabular Prior-data Fitted Networks), a transformer-based model, is studied
if it would perform decently as an alternative surrogate for BO. As the model uses in-context
learning and was pre-trained on 130 million synthetic datasets, it has the potential to adapt to
optimization landscapes without parameter updates. A framework is developed that extracts
the values and made compatible, needed for the BoTorch optimization framework to work.
The 2 algorithms are compared on the COCO platform’s BBOB test suite, which contains 24
functions, divided into 5 problem categories. All of them are available in di erent dimensions
ranging from 2D to 40D.
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1 Introduction

Optimizing expensive black-box functions has always been a challenging problem in current compu-
tational science and engineering. Optimization scenarios could range from hyperparameter tuning
in machine learning to materials discovery, where each evaluation would come at computational or
financial cost. BO tries to solve these problems by constructing probabilistic models of the objective
function based on limited observations. These models are then used with a configuration balancing
exploration and exploitation to determine where to select the next evaluation point. This approach
naturally would depend on the quality of the surrogate model, as it should provide accurate predic-
tions and reliable uncertainty estimates for the exploration-exploitation trade-off. GPs have been
the traditional standard surrogate model due to their uncertainty quantification | ]. However,
this traditional method does have limitations that become problematic with increasing problem
complexity and dimensionality. Computationally, GPs have a O(n3) scaling due to matrix inversion
operations. The most important issue is that the performance of GPs deteriorates significantly
with problems in higher dimensions. Ideally, GPs should be used to problems in dimensions of
smaller than 20 | ]. TabPEN (Tabular Prior-Data Fitted Networks) represents a breakthrough
in tabular learning, and has the potential to overcome the limitations of GPs | ]. The
transformer-based model uses in-context learning to achieve good performance on a variety of
datasets without the need for task-specific training. Its architecture processes the datasets through
a dual attention mechanism, giving it the ability to handle feature interactions while also providing
uncertainty quantification through distributional predictions. This bachelor thesis, conducted at
LIACS under Professor Elena Raponi’s supervision and PhD. candidate Ivan Olarte-Rodriguez who
is part of the supervision team, investigates TabPFN’s potential as an alternative surrogate model
for BO. Comprehensive benchmarking will be conducted on the COCO platform’s BBOB test suite,
comparing TabPFN’s performance withn the performance of traditional GPs across 24 black-box
functions spanning five different problem classes. The focus will be on optimization convergence
rates, and scaling behavior with larger problem dimensions. Expected Improvement (EI) will be
used as acquisition function as its well established across the optimization research field | ).
This study aims to study the performance of TabPFN as surrogate model In BO, hoping to lead to
advancements in efficient BO methodologies. The code for experimenting and implementation can
be found in the public repository TabPFN_VanillaGP_Benchmark in the appendix (A).



2 Background information

2.1 Bayesian Optimization Framework

Bayesian Optimization (BO) addresses a fundamental challenge in optimization: e ciently nding
the global optimum of expensive, black-box functions where traditional optimization methods fail
due to computational constraints and lack of structural information. Such problem can be de ned
as:

Black-box Optimization Problem:

X =arg mzin f (x) (2)
where:
~ f: ! Risthe unknown objective function, with Rd

N

represents the feasible search space (domain) idkdimensional real space
d is the dimensionality of the optimization problem
" f is expensive to evaluate, black-box (no derivatives), and lacks exploitable structure

" Evaluations are limited to a budgetB 1  (total number of allowed function evaluations,
typically a few hundred)

The BO framework operates with the following key notation: observed data poin; = f (x;;yi)gi-;

sponding function values, withy; = f (x;). The tted surrogate model at iteration t is denotedM .,
and m represents the initial sample size for the design of experiments (DoE).

The BO framework addresses this challenge through four components that work together to solve
the problem. First, a surrogate model constructs a probabilistic approximation of the unknown
function f using observed dataD;. This surrogate, traditionally a GP, provides both predictive
capabilities and uncertainty quanti cation across the search space . Second, amcquisition
function A(x j M ;) leverages the surrogate modé¥l ; to determine the most promising point

for the next evaluation by balancing the exploration-exploitation trade-o . Third, critical design
choices including initial DoE and kernel selection fundamentally shape the surrogate's performance
and optimization behavior. Finally, the optimization strategy iteratively re nes the surrogate
model as new observations become available, creating a principled sequential decision-making
process that converges toward the global optimum with minimal function evaluations.

The mathematical elegance of BO lies in its Bayesian treatment of uncertainty. Unlike deterministic
optimization methods that require complete knowledge of the objective function, BO maintains
a probabilistic belief aboutf that evolves as evidence accumulates. This probabilistic framework
enables the method to make informed decisions about where to sample next, considering both
the potential for improvement and the uncertainty in unexplored regions. All these components



together-surrogate modeling, acquisition optimization, design choices, and sequential updating-
creates a powerful algorithm for problems where an evaluation would carry a large computational
or nancial cost.

2.1.1 Problem Characteristics and Assumptions

BO is de ned as solving a class of problems with very speci ¢ characteristics by nding the global
optimum, where traditional optimization methods would fail. These functions are typically expensive
to evaluate, so a speci c budget of evaluations is set, usually limited to a few hundred, as each
evaluation has a real nancial and time-wise cost, unlike traditional optimization where evaluations
could be run up to a million times. Usually these functions are of black-box nature, which can be
thought of as having a machine that takes input and gives output, without any knowledge of how
the machine works. There is no derivative information available and the function lacks properties
like concavity or linearity that would allow exploitation.

A critical assumption for such problems is thaf should be continuous, as it enables the core BO
strategy to use nearby observation$ (x) to predict f's behaviour at unobserved pointsHrald].
The COCO (Comparing Continuous Optimizers) software includes the BBOB benchmarking test
suite that contains 24 noiseless black-box functions with known behavior that adhere to the
aforementioned characteristicsH ]. Each function has multiple instances where they are
translated and rotated, and they are classi ed into the following classes: separable, unimodal
with moderate conditioning, unimodal with high conditioning, multi-modal with adequate global
structure, multi-modal with weak global structure. The last 2 classes would contain the problems
that are the closest to real-world problems.

Another assumption is that the statistical properties (smoothness, variance, correlation structure)
of the function remain consistent across the entire search space\[06]. Traditional BO relies on
this, that the function can be captured by a single surrogate model (GPs) with a stationary kernel.
This means that the correlation between any two points depends only on their distance. However, as
dimensions increase, the data becomes more sparse, and all points become approximately equidistant
from each other. Frazier's paper acknowledges this limitation and mentions that BO is best suited
over domains with less than 20 dimensionsia18]. A study on extensively testing traditional BO

on BBOB functions with di erent con gurations supports this with evidence that their performance

is competitive in dimensions less or equal to 5 for certain function type&i{21]. The shown
performance variation suggests that a single con guration does not capture di erent function
types equally well. The benchmarking study by Bliek et al. speci cally addresses the gap between
synthetic test functions and real-world expensive optimization problems, where the real-world
functions would not have the same statistical properties across the search space | ].

2.1.2 Mathematical Framework and Surrogate Modeling

The mathematical heart of BO is a method for statistical inference, a surrogate model, traditionally
the GP regression. It provides both predictive capabilities and uncertainty quanti cation critical
to guiding the optimization process [ , ]. A GP can be de ned as a way of de ning a



probability distribution over functions. Formalized:

GP De nition:  For a functionf : ! R de ned over a domain RY, a GP prior is
speci ed by:
f(x) GP ( o(x); k(x;x9) (2)
where:
" o(X): ! R s the mean function
© k(x;x9 : I R is the covariance kernel

" This prior encodes beliefs about the function's behavior before observing data

The GP contains hyperparameters including kernel parameters (lengthscales, variance), noise
levels, and mean function parameters that control the model's behavior and must be learned from
observed data, typically via maximum likelihood estimation.

Given observationsD; = f (X;;Vi)d'., , the GP provides a posterior distribution at any pointx:

GP Posterior Distribution:
f(x)iDe GP ( «(x); {(x)) 3
where:
t(X) is the posterior mean (best estimate of (x))

2(x) is the posterior variance (uncertainty quanti cation)

In practice, function observations may contain noise due to measurement errors or stochastic pro-
cesses. The GP framework naturally accommodates this by modeling observationyias f (Xj) + ;
where ; N (0; 2) represents independent Gaussian noise with variancg. This noise parameter
becomes part of the hyperparameters learned during model tting.

The power of GPs lies in their ability to update beliefs about unknown functions as new data
becomes available. The posterior gives us the posterior mean, which is the best guess of the function
at an observation, and the posterior variance, which quanti es the prediction's uncertainty. This
creates an intuitive behavior where near observed points, we have low uncertainty since we have
directly observed the function at these locations, while far from observed points, we experience
high uncertainty as we are extrapolating beyond our known samples.



(a) Low noise ( =0:001) (b) High noise ( =1)

Figure 1: Gaussian Process regression demonstrating uncertainty quanti cation. The GP posterior
mean (orange line) provides the best estimate of the unknown true function (red dashed line) based
on six observed training points (blue dots). The shaded purple region represents the 95% con dence
interval ( 4 ), illustrating how uncertainty increases with distance from observed data points.
Near training points, the con dence interval is narrow, indicating high certainty, while in regions
far from observations, the uncertainty grows. This uncertainty quanti cation is important to BO's
ability to balance exploration of uncertain regions with exploitation of promising areas through
acquisition functions. Note how the added noise on for the plot on the left is almost non-existent,
causing the prediction to be interpolating with the training points. The opposite can be observed
for the prediction on the right.

The choice of kernel function determines the GP's prior knowledge about the function's smoothness
and structure | ]. Common kernels include the Squared Exponential (RBF) kernel, which
assumes in nitely di erentiable and very smooth functions, and the Maern kernel, which uses a
smoothness parameter to control di erentiability. Speci cally, the Maern 5/2 variant is popular

in BO for its exibility in capturing di erent function behaviors [ ]. However, kernel choice
signi cantly impacts performance depending on the problem characteristics. The study by Le Riche
et al. demonstrated that while the Maern kernel outperforms the exponential kernel on majority
of functions, the exponential kernel performed better on multimodal functions with adequate
global structure, as it maintains higher uncertainty further from observed points, advantageous for
exploration [ ]

2.1.3 Design Choices and Implementation

Critical design decisions fundamentally shape BO performance and must be carefully considered
based on problem characteristics. The selection of the initial DoE serves as the foundation for
the surrogate model. The study by Le Riche et al<~21] on benchmarking BO on COCO uses
maximin Latin Hypercube Sampling (LHS), which divides the parameter space into equally probable
intervals, ensuring good representation across all dimensions.

Their research demonstrates that initial DoE size signi cantly impacts surrogate performance.
Testing 24 functions from COCQO's BBOB test suite with di erent con gurations|small (S) with
d+ 4 points, medium (M) with 7:5d points, and large (L) with 20d points, assuming a total budget



of 30 evaluations|revealed that starting with a small initial DoE leads to better performance for
the majority of BBOB functions in the rst 30 d evaluations. This counterintuitive result challenges
the common belief that larger initial DOE would lead to better performance. However, for highly
multimodal functions, the medium initial DoE outperforms the small one in later evaluations, and
speci ¢ functions with funnels (functions 6 and 24) bene t from larger initial DoE sizes requiring
su cient global exploration.

Beyond initial DoE, kernel selection represents another crucial design choice with performance
implications dependent on problem characteristics. The key insight is that kernel choice should
match the expected smoothness of the problem|the Makrn kernel assumes smooth interpolations
while the exponential kernel is more suitable for functions requiring continued exploration due to
multimodal landscapes.

2.1.4 Acquisition Functions

The acquisition function determines where the next point will be sampled and is critical to BO
performance. These functions quantify the utility of evaluating the objective function at any given
point by balancing exploitation and exploration. Given current observation®; = f (x;;y;)g'-; and
the surrogate model providing posterior distributionf (x) GP ( ((x); 2(x)), the goal is to nd
the next evaluation point X;+; = argmax., A(X j M ;) where A balances exploration of uncertain
regions against exploitation of promising areas.

El is the most common acquisition function | ! ], measuring the expected amount by
which a new evaluation will improve over the current best observation:

Expected Improvement Formulation:
Eli(x) = E[(f, f(x)"] (4)
Closed-form solution:
EL(x)=(fy (X)) 2)+ «(x) (2) (5)

where:

~z="h t(>t<§X) (standardized improvement)

( Z) is the standard normal cumulative distribution function evaluated atZ

(2) is the standard normal probability density function evaluated atZ

A

f. =miny,y, Yy is the current best observed function value

El naturally balances exploration and exploitation without manual parameter tuning|values
are high when either the predicted improvement is large (decided by the exploration term
(f, t(X)) ( Z)) or posterior uncertainty is high (decided by the exploration term (x) (2)).
However, El su ers from numerical instability problems as dimensionality grows or observations



increase, leading to numerically zero values across large regions | ].

Alternative acquisition functions include Upper Con dence Bound (UCB), which combines the
posterior mean with a scaled uncertainty term but requires manual parameter tuningf ].
Knowledge Gradient (KG) measures the expected improvement in the maximum of the posterior
mean after observing a new point, making it e ective when the nal solution need not be previously
evaluated | ]. Entropy Search (ES) and Predictive Entropy Search (PES) focus on reducing
uncertainty about the location of the global optimum by maximizing information gain about the
optimizer's location [ ].

2.1.5 Sequential Optimization Algorithm

The complete BO algorithm integrates all components into such sequential framework:

Algorithm 1: BO Framework Input: Black-box functionf : ! R where RY,

evaluation budgetB, initial sample sizem, acquisition strategy A

1. Initialization:

(c) Form dataset: Do = f(Xi;yi)g2, wherey; = f (x;)
(d) Set iteration countert = m

2. Surrogate Construction:

(a) Fit probabilistic surrogate modelM ; to observationsD;
(b) Learn hyperparameters via maximum likelihood estimation

3. Optimization Loop:

(a) repeat

(b) Update surrogate posterior using all available data

(c) Optimize acquisition function: X¢+; = argmaxy, A(X|jM )
(d)  Query objective: yi+1 = f (X+1)

(e) Augment dataset:Dsy = Dy [f (Xe+1: Yi41)9

(f) Increment:t=t+1

(@ until t B

4. Output: Best found solutionx = argmin .y)op, Y

Figure 2 contains a sausageplot that visualizes a few iterations from a BO loop on a 1D function.
It shows the acquisition function being maximized to determine the next candidate point. We can



see that the con dence is the highest at the evaluated points, and the lowest at the middle between
2 points.

Figure 2: BO iterations 4 to 7, on a 1D functionx? sin(x) + 5, using the El acquisition function.
The orange line represents the mean, red dotted line the true function, the red cross as the current
best point (minimum), and the green start representing the next to be evaluated point determined
by maximizing the EIl acquisition function. The lightest shade of purple represents the uncertainty
band for 4 standard deviations away from the mean, and the darkest representing 1 standard

deviation.

2.1.6 Applications and Limitations

BO nds extensive application in hyperparameter optimization for machine learning models, par-
ticularly deep neural networks containing hundreds of adjustable parameters§i18. Traditional
approaches like grid search become computationally intractable with increasing hyperparameters,
while random search fails to exploit structure and dependencies between parameters. BO treats
hyperparameter optimization as a black-box problem where each evaluation involves training and



validating a complete model.

However, BO using GPs faces signi cant limitations that motivate alternative surrogate approaches.
Performance degrades with increasing dimensions, typically being applied to problems with less
than 10 variables | ], as points become equidistant and local correlation structures become
unreliable. Computational complexity increases with every function evaluation due to GP's reliance
on computing and inverting covariance matrices. Additionally, GPs assume smooth and stationary
functions that can be modeled through kernel similarity measures, while real-world problems contain
plateaus and discontinuities that violate these assumptions.

These limitations establish requirements for e ective surrogate models: maintaining computational
e ciency that scales well with both problem dimension and evaluation budget, successfully handling
mixed-type variables without extensive preprocessing, and adapting assumptions to problem
characteristics rather than relying on xed kernel assumptions.

2.2 Tabular Prior-Data Fitted Networks (TabPFN)
2.2.1 From Traditional Machine Learning to In-Context Learning

Traditional machine learning works by rst training the model on individual datasets, saving the
parameters, and then applying the trained model on new test samples. This approach requires
complete retraining whenever new data becomes available, making it computationally expensive for
applications like BO where we acquire new observations continuously. Each time a new observation
is evaluated, traditional GP-based BO must re t the whole surrogate model, involving matrix
inversions and hyperparameter optimization that scales expensively with dataset size.

2.2.2 Theoretical Foundation: Bayesian Inference via In-Context Learning

TabPFN's theoretical foundation is built upon Prior-data Fitted Networks (PFNs), which demon-
strate that transformer architectures can perform approximate Bayesian inference through in-context
learning [ ]. To understand this approach, we rst clarify what in-context learning means
and how it di ers from traditional machine learning.

In-context learning refers to a model's ability to adapt to new tasks using only the information
provided in its input context, without updating any model parameters. Unlike traditional supervised
learning where models are trained on speci ¢ datasets through parameter optimization, in-context
learning models are pre-trained once and learn to recognize patterns and make predictions based
on the examples provided in the current context, performing inference without explicit training.

TabPFN applies this in-context learning principle to tabular prediction tasks. The main di erence
lies between traditional function learning and meta-function learning approaches. Standard super-
vised learning tries to learn a mapping : ! R that transforms individual inputs to outputs for

a speci c dataset, where RY is our domain. The parameters are optimized through iterative
training on a xed dataset, and the resulting function is then applied to new test inputs. This



method requires retraining whenever new data becomes available or when applied to new datasets.

TabPFN instead learns a meta-function that operates on entire datasets rather than single data
points. While standard functions learn mappings from single inputs to outputs, a meta-function
learnsF : (Dy;Xest) ! P(R) that takes entire datasetsD; = f (X;;Vi)gl.; plus test inputs Xes 2

and outputs predictive distributions overR. This meta-function encodes a general learning algorithm
that can perform pattern recognition and uncertainty quanti cation for any tabular dataset in

a single forward pass. The parameters are learned once during pre-training across millions of
synthetic datasets and remain xed during inference, enabling zero-shot adaptation, which is the
ability to make predictions on completely new datasets without any additional training.

The theoretical basis for this approach lies in approximating the posterior predictive distribution

from Bayesian inference. Given observed dafa; = f(x;;yi)dg'-; wherex; 2 RY andy; = f (x;)
for some unknown functionf : I R, and a test input Xest 2 , the posterior predictive
distribution is:
Z
P(Yiest] Xtest; Dt) = P(YViest) Xtest; f )p(f D) (6)

wherep(f jD;) represents the posterior distribution over functions given the observed data. This
integral cannot be computed exactly for most real-world functions, so traditional methods must
use approximations or make strong assumptions about the function's behavior.

TabPFN learns to approximate this posterior predictive distribution directly through its in-context
learning mechanism:

P(YeestiXtest; Dt) O (Viest]Xtest; Dt) (7)

whereq represents the transformer model's output distribution parameterized by . The model
achieves this approximation by processing the training datas@&; as contextual information that
informs the prediction for test input X, Without requiring any parameter updates or iterative
optimization procedures.

TabPFN is trained to predict masked target values across millions of synthetic datasets. During
training, each synthetic dataset has a subset of samples with their target values hidden, simulating
supervised prediction problems. The model learns to predict these masked targets given the input
features and the unmasked samples as context. This training process enables TabPFN to learn
general inference patterns that transfer to unseen datasets through in-context adaptation rather
than parameter updates.

The meta-learning framework provides TabPFN with several advantages. The model can make
predictions on new datasets without parameter updates, removing the need for hyperparameter
tuning that traditional machine learning methods require for each new dataset. TabPFN demon-
strates strong performance out-of-the-box across multiple tabular datasets. It performs well even
with missing values, outliers, and uninformative features. This robustness is because of the model's
exposure to a large amount of synthetic datasets during training, allowing it to handle various data
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characteristics without manual preprocessing or model adjustments. For sequential optimization
applications like BO, these characteristics are potential advantages over traditional GP-based surro-
gates, which require re tting and hyperparameter optimization each time new function evaluations
are acquired [ ]

2.2.3 Architecture Design for Tabular Structure

Standard transformer architectures are designed for sequential data processing, but tabular data
has a 2D structure where both rows (samples) and columns (features) have semantic meaning.
TabPFN addresses this challenge through a specialized dual attention mechanism that utilizes the
structure of tabular data while keeping the computational advantages of transformer architectures.

Figure 3: The TabPFN architecture with the input dataset, a simple visualization of its dual
attention mechanism, and its unique output [ ]

TabPFN treats each cell in the table as a separate token and applies attention in two directions.
Feature attention works horizontally across columns, letting each cell look at other features in the
same row to understand complex relationships between variables. Sample attention works vertically
down columns, allowing each cell to examine the same feature across di erent rows to nd patterns
in the data.

The paper reports that TabPFN's memory scales linearly with dataset size at roughly 1,000 bytes
per cell, allowing processing of datasets up to 50 million cells on modern hardware. The architecture
can cache training data representations and reuse them for multiple predictions, which could bene t
BO applications where the same training data is used repeatedly with new candidate points.

2.2.4 Synthetic Data Generation via Structural Causal Models

TabPFN takes a di erent approach to training compared to traditional machine learning models.
Rather than collecting real-world datasets, TabPFN is trained on about 130 million synthetic
datasets created using Structural Causal Models (SCMs). This covers a much wider range of data
patterns than any collection of real datasets could provide. They represent causal relationships
between variables through directed acyclic graphs where nodes represent variables and edges encode
causal dependencies. The training process samples high-level hyperparameters like dataset size,
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number of features, and di culty level to control each synthetic dataset's properties. Based on
these hyperparameters, a computational graph is constructed that speci es the causal structure.

Figure 4: A: Sampling of high-level parameters. B: Build computational graph based on the sampled
hyperparameters. C: Post-processing of the synthetic data [ ]

To generate each sample within a dataset, randomly generated noise is propagated through the
root nodes of the causal graph. As this data moves through the graph edges, various computational
mappings are applied: small neural networks with di erent activation functions, discretization
mechanisms for categorical features, decision tree structures for rule-based dependencies, and
Gaussian noise injection at each edge. After traversing the graph, intermediate representations are
extracted at randomly sampled feature and target node positions to create the nal dataset. The
training process includes common data problems on purpose. Missing values are randomly introduced
in di erent patterns, outliers are added, and irrelevant features are included. Post-processing
techniques like quantization and feature warping make the synthetic data more realistic and
challenging. By training on millions of these di erent patterns, TabPFN learns general strategies that
work across di erent types of tabular data. The model handles high percentages of missing values,
many outliers, and lots of irrelevant features without special preprocessing. For BO applications,
this robustness could be valuable since objective functions usually have complex, irregular behavior
that violates the smooth assumptions made by traditional surrogate models. The main purpose of
this is that by training on millions of datasets with di erent causal structures, feature types, and
relationships, TabPFN learns to recognize and adapt to diverse patterns that occur in real tabular
data, without being over tted to any speci ¢ dataset characteristics [ ]

12



2.2.5 Distributional Predictions and Uncertainty Quanti cation

(b) Visualization of TabPFN's distributional out-

put with half-normal distribution boundaries
(a) Double-slit experiment [ ]. [ ].

Figure 5: Combined gure showing both visualizations

TabPFN produces piece-wise probability distributions rather than single point predictions, which al-
lows it to handle uncertainty in more exible ways than traditional methods. The paper demonstrates
this capability using a double-slit experiment example, where TabPFN predicts the multi-modal
intensity patterns that emerge when photons pass through two slits. These patterns have multiple
peaks and valleys that would be impossible to capture with simple Gaussian distributions. This
piece-wise output allows for predicting probabilities to di erent regions rather than just a single

prediction. These distributions can be asymmetric, meaning that the uncertainty could be unequal
above and below the predicted value.

Bar distribution output implementation pseudocode

1. Range Discretization:

(a) Divide prediction range into K discrete intervals (buckets)

(c) Compute bucket widths:w; = by; b

2. Probability Computation:

13



(b) Convert to probabilities: p; = %
J

3. Full Support Extension:

(a) Add half-normal distributions at boundaries
(b) Enable predictions beyond discrete bucket range
(c) Ensure valid probability distribution over entire real line

Unlike traditional regression methods that output point estimates, TabPFN's distributions provide
information about the full range of possible outcomes. This is di erent from GP-based surrogate
models, which provide posterior distributions under strict assumptions about function smoothness
and stationarity. While GPs assume that functions can be modeled through kernel similarity
measures and that statistical properties remain consistent across the search space, TabPFN's
distributional approach can handle functions with plateaus, discontinuities, and sharp transitions.
This would be especially useful in BO applications where the true functions might have complex
behavior that violates GP assumptions.

Figure 6: TabPFN prediction on simple functions [ ].

2.2.6 Potential for Surrogate Modeling in BO

TabPFN o ers a fundamentally di erent approach to surrogate modeling in BO compared to
traditional GPs. While GPs require matrix inversions that scale as O®) with dataset size [ 1,
TabPFN's memory scales linearly through its transformer architecture-{ ]. However, this
scaling advantage comes with trade-o s that a ect practical BO applications. TabPFN requires
processing entire datasets through transformer forward passes with multiple ensemble members at
each BO iteration, which likely increases tting time compared to GPs that only update matrix
decompositions with new observations. The main question to ask is whether TabPFN's capabilities
in handling non-stationary functions without kernel assumptions and its robustness to outliers
and missing values can justify the increased computational cost per iteration. TabPFN's training
on millions of synthetic datasets with diverse causal structures may enable it to capture complex
function behaviors that violate GP assumptions about smoothness and stationarity. This could be
especially valuable for higher-dimensional problems where GPs typically struggte15, 1,
though empirical validation is needed to determine if these theoretical advantages translate to
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improved optimization performance within BO evaluation budgets.

While this research was conducted, Yu et al. (2025) independently developed GIT-BO, which
uses TabPFN as a surrogate model for high-dimensional Bayesian optimization problervi&4.25].
Their approach extracts gradient information from TabPFN's forward pass to nd low-dimensional
subspaces for optimization in problems with more than 100 dimensions. Both studies examine
TabPFN as a BO surrogate, but the methods are di erent. GIT-BO approaches high-dimensional
optimization by reducing the search space using gradients, while this work tests TabPFN's per-
formance on standard BBOB benchmarks in dimensions 2-40 without reducing dimensions. This
shows that tabular foundation models are becoming recognized as serious alternatives to traditional
GP methods.

Figure 7: Flowchart for the Bayesian Optimization loop, with the option of using GP regression or
TabPFN regression to build the surrogate.

2.3 Benchmarking in BO

As mentioned earlier in the problem de nitions, the COCO platform with its BBOB test suite
provides the standard framework for benchmarking BO algorithms. It consists of 24 BBOB
functions, categorized into 5 groups from separable to multimodal with weak global structure.
Separable functions (f1-f5) can be decomposed into sums of univariate functions, allowing each
dimension to be optimized independently without variable interactions. Functions with low/moderate
conditioning (f6-f9) are unimodal with conditioning numbers between ®O0and 1G, creating
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landscapes with directional bias but manageable numerical properties. Unimodal functions with
high conditioning (f10-f14) has severe ill-conditioning around £0where the most sensitive direction

is approximately one million times more responsive than the least sensitive, creating narrow valleys.
Multimodal functions with adequate global structure (f15-f19) combine multiple local optima with
underlying learnable patterns such as periodic structures or predictable relationships between basins.
Multimodal functions with weak global structure (f20-f24) are the most challenging landscapes
with multiple optima but irregular or random characteristics that are di cult to exploit, making
them di cult for surrogate-based methods that rely on learning global function behaviors. Each
function generates multiple instances by having di erent optimums, rotations, and shifts of function
values, preventing algorithm over tting to speci ¢ function characteristics | ]. Key ndings

of Le Riche's study on benchmarking using COCO con rms that BO is sensitive to increasing
dimension sizes, that there is no single BO con guration that dominated across all 24 BBOB
functions, and that BO using GPs underperforms on the group of unimodal functions with high
conditioning [ ]. Another comparative study extends this benchmarking to high-dimensional
scenarios. Santoni et al. conducted a comparison of high-dimensional optimization algorithms on
the BBOB suite, evaluating algorithms on dimensions from 10 to 665} ]. The study showed
importance to choosing the appropiate algorithm depending on the speci ¢ problem characteristic,
and further reinforces the importance of standardized benchmarking frameworks like COCO for
fair algorithm comparison.
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3 Research question

Transformer-based architectures have demonstrated amazing capabilities across di erent tasks.
Recently, this has been extended to tabular data through models like TabPFN. The model utilizes
in-context learning to achieve great performance on medium-sized datasets. As traditional GP-BO
has limitations like scalability, this research investigates whether TabPFN can improve BO and
address the challenges of traditional BO.

3.1 Primary research question

The primary research question guiding this investigation id4ow e ectively does TabPFN per-
form as a surrogate model for BO in regression tasks when evaluated on standardized
benchmarks? To provide an answer to this question, multiple aspects are included in the research:

Performance Comparison: How does TabPFN compare to traditional GPs across the BBOB
test suite in terms of optimization convergence rates?

Function Landscape Sensitivity: Does TabPFN exhibit di erential performance across the ve
BBOB function groups, and when might it be preferred over traditional surrogates?

The experiments will be using the COCO environment's BBOB test suite, enabling standardized
comparison with existing benchmark data in IOHpro ler.

3.2 Hypotheses

Several hypotheses guide this research based on TabPFN's demonstrated capabilities and GP
limitations:

Better Performance on Complex Landscapes in higher dimensions: TabPFN is expected to
outperform GPs on multimodal functions (BBOB groups 4-5) due to its dual-attention mechanism
and ability to capture complex feature dependencies through its SCM-based prior.

Function-Speci ¢ Performance Patterns: Expected di erential performance across BBOB
groups - moderate improvement on separable functions, signi cant improvement on conditioned
unimodal functions, and substantial gains on multimodal functions where TabPFN's non-stationary
modeling capabilities should excel.

These hypotheses will be systematically tested through comprehensive benchmarking experiments
on the BBOB test suite.
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4 Methodology

4.1 Implementation framework

This section presents the implementation of TabPFN as a surrogate model within the BO framework,
integrated with BoTorch for acquisition function optimization. The main challenge is extracting the
mean and variance of TabPFN's native bar distribution output, presented earlier (section 2.2.5).

4.1.1 Architecture design

The integration requires a wrapper class that connects TabPFN's numpy-based transformer ar-
chitecture with BoTorch's tensor operations. TheTabPFNSurrogateModel  class implements
BoTorch's Model interface, so it preserves TabPFN's in-context learning capabilities, and allows
the use of BoTorch's optimization pipeline.

Algorithm 1: TabPFN Surrogate Model Setup
Initialize TabPFNSurrogateModel:
1. Convert training data to appropriate tensor format

2. Con gure TabPFN with desired hyperparameters
3. Fit TabPFN on initial training data

Provide BoTorch Interface:
1. posterior() - Extract predictions with uncertainty

2. condition _on_observations() - Update model with new data

The wrapper rst initializes the computational environment and model con guration. The default

con guration from the developers of TabPFN is 8 ensemble estimators and 0.9 softmax temperature
for regression. Each ensemble member applies di erent pre-processing or post-processing techniques
to the same underlying model. Transformations include quantile normalization, outlier removal,
SVD compression, or power transforms to create diversity. The softmax temperature calibration
adjusts prediction con dence. To determine what hyperparameter con guration to use, we will
conduct an initial exploratory analysis to investigate how di erent hyperparameters in uence the
model's prediction.

BoTorch's acquisition functions expect Gaussian posteriors, while TabPFN naturally outputs the
earlier described bar distribution. This means that we need a method to extract and convert this
output so it can be passed onto the BoTorch pipeline.

Algorithm 2: Extract Predictions from TabPFN Function: Convert TabPFN output to

BoTorch format

1. Prepare input points for TabPFN prediction
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2. Get TabPFN's full probabilistic output (logits + distribution)
3. Extract mean and variance

4. Preserve gradient information for acquisition optimization
5. Return as Gaussian distribution for BoTorch compatibility

This process shows how TabPFN's distributional output is compressed into Gaussian parameters
for BoTorch compatibility. It enables us to use the standard acquisition functions with the necessary
uncertainty information for exploration-exploitation. TabPFN internally uses numpy computations,
which would break the gradient ow for acquisition optimization. In order to maintain PyTorch's
computational graph for gradient-based acquisition optimization within BoTorch, we attached a
dummy tensor that has zero-impact to TabPFN's output.

After retrieving a new observation to evaluate from the acquisition function, it will be combined
with the existing observations. TabPFN will be re- tted, and an updated surrogate model will be
returned.

Algorithm 3: Update Model with New Data Function: Add new observations using

in-context learning

1. Combine new observations with existing training data
2. Re-t TabPFN on expanded dataset

3. Update internal model state

4. Return updated surrogate model

TabPFN is able to update itself in-place due to it's ability to adapt to new data through its
pre-trained transformer weights. Unlike GP methods, that would require the instantiation of a new
model and re-solve matrix inversions with the new data.

4.1.2 Complete optimization loop

We will refer to the BO loop using the TabPFN regression model as surrogate as TabPFN-BO,
and the one using traditional GP as GP-BO. The complete TabPFN-BO framework integrates all

the presented components into a sequential algorithm shown in algorithm 4. It follows the detailed
pseudocode of BO presented in the introduction section of BO (section 2.1.5).

Algorithm 4: Complete TabPFN-BO Process Input: Objective function, search bounds,

evaluation budget

1. Initialization:

(a) Generate initial design using Latin Hypercube Sampling
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(b) Evaluate objective function at initial points
(c) Create TabPFN surrogate model

2. Optimization Loop:

(a) Create Expected Improvement acquisition function
(b) Optimize acquisition to nd next evaluation point
(c) Evaluate objective function at selected point

(d) Update TabPFN model with new observation

3. Output: Return best solution found

4.1.3 Alternative uncertainty quanti cation

Our current implementation uses statistical moments from TabPFN's output. However, an alterna-
tive approach we brie y experimented with is using quantiles to quantify uncertainty.

Algorithm 5: Quantile-Based Uncertainty Method Function: Extract uncertainty using

guantiles

Access TabPFN's full distributional output

Calculate con dence intervals using inverse CDF

1.

2.

3. Use median as central prediction estimate
4. Convert quantile spread to variance estimate
5.

Return compatible mean and variance for BoTorch, with median as the mean

This approach uses TabPFN's cumulative distribution function to compute con dence intervals
directly from the learned distribution. Instead of using the mean, the median serves as the central
tendency measure, which might be more robust to extreme values or a highly skewed/m

5 Exploratory analysis

In this section, we will brie y study how the approximation model looks for regression using GPs
and TabPFN. For GPs, they will be tted on di erent con gurations of noise. TabPFN will be

tted using di erent values for the number of ensemble estimators and the softmax temperature.
Both regression models will be used in a 1D BO loop, and visualized with increasing observations
alongside the corresponding acquisition curve, with TabPFN using a con guration determined from
its individual behavior exploration. GP regression will be visualized under low noise € 0:001)
and high noise ( = 2:000). The main goal of this section is to approximate what con guration
TabPFN should be used for the full-scale experiments in a BO loop on the BBOB test suite.
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