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Abstract

Machine Learning inference serving refers to the collection of activities that fall under the
broad domain of model deployment. This involves wrapping the model into an application and
deploying this application onto one of several possible deployment platforms. These deployment
platforms include containers, virtual machines and functions. The platforms, their various
underlying configurations and possible combinations offer a wide range of choices to a user,
necessitating exploration in order to determine the best choice for a given model.
To this end, we present MLDep, a custom-built lightweight testbench that is used to carry
out performance exploration of various possible deployment setups. The focus of the system is
on being lightweight and providing minimal abstraction between the user and the underlying
deployments in order to facilitate unbiased insights on the same.
Further, we present a study of the characteristics of containers, virtual machines and functions,
explore changes in performance when they are scaled up and out, as well as explore deployment
combinations. This is done using relevant Machine Learning use-cases, with the models used
being AlexNet, ResNet50 and BERT. Hardware parity is ensured across the three deployment
types, thus enabling a fair representation of each of their performances. Through this, we
arrive at the insight that containers are the most performant deployment type, given hardware
parity. This study is carried out using MLDep, thus actualizing its use as a testbench and using
it to provide insights on the deployment platforms and further drive insights on performance
scaling and heterogeneous deployments.
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Chapter 1

Introduction

Advances in operationalization of Machine Learning (ML) models are a prominent driver for
the phenomenon of ML now becoming an almost ubiquitous presence in our lives. With rapid
progress within the broad domain of ML and in the speci�c domains of Deep Learning [20]
due to the powerful ability of the models to generalize and their broad scope, various aspects
of deployment paradigms used are also being explored.

The broader domain of Machine Learning Operations (MLOps) has brought with it a host
of tools and frameworks to operationalize models [24] [25]. Public cloud o�erings of this na-
ture include AWS SageMaker, Google Cloud Platform's ML Engine and Microsoft's Azure
ML. Apart from o�erings from public cloud vendors, there are several tools that cover the
various MLOps activities: KubeFlow, for example is an open-source MLOps tool developed by
Google that manages the MLOps pipeline using Kubernetes. Other examples include H2O.ai,
DataRobot and MLFlow among others [13], [17].

The ML pipeline can be broadly envisioned as the sum of the following components: Data
pre-processing, hyperparameter tuning, model training, model evaluation and model deploy-
ment. Inference serving refers to the umbrella of activities that fall under model deployment.
The focus of this thesis is on the deployment stage of the pipeline.

Cloud infrastructure o�ers a wealth of options when it comes to deployment platforms - an ML
model powering an application can be deployed within Virtual Machine (VM) instances o�ered
by the aforementioned public clouds, or alternatively deployed within a container hosted on a
managed service such as AWS Elastic Container Service (ECS). Furthermore, strides have been
made within the cloud space towards serverless functions, where applications are instantiated
within function platforms such as AWS Lambda.

From the data scientist's perspective, the act of serving ML models, or inference serving thus
becomes an optimization problem where the variables include deployment platforms, resource
types within these deployment platforms, number of instances within each resource and the
costs associated with each of these variables. Depending on the application, inference serving
can have signi�cantly varying levels of resource requirements in terms of compute, where each
part of the inference serving pipeline responds di�erently to scale. Further, di�erent use-cases
demand varying Service Level Objectives (SLOs), key of these being the response-time SLOs.
Thus the broad requirements on compute and response times inform decisions made towards
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picking the appropriate deployment platforms for inference serving. Heterogeneity in deploy-
ments also brings forth the idea of multiple deployments working in tandem, adding to the
wealth of options.

Thus, given a model, the leading question is as follows: What is the optimal deployment
platform or combination of platforms for a given ML model in terms of performance and re-
source utilization?

We use this to form the research questions of this thesis, given below. We present the re-
search question and some �ner points of the respective research questions that are addressed
in this thesis:

ˆ What are the potential challenges and pitfalls associated with di�erent deployment plat-
forms?

{ This includes tests on deployment types and con�gurations that have been deemed
sub-optimal for certain use-cases by prior studies. How does performance scale on
these deployment platforms?

ˆ What are the comparative performance results of the underlying deployment platforms
for currently relevant ML models?

{ This question delves into a detailed comparative analysis of performance metrics
(e.g., latency, scalability) of di�erent deployment con�gurations.

These questions help frame the central idea of the thesis - to characterize the nature of various
deployment platforms and combinations, within the speci�c context of inference serving. To
this end, we present MLDep, a custom-built lightweight testbench for ML deployments. The
user is asked to provide the model �les, deployment speci�cations and some data for load-
generation. The system in turn deploys the model on user-speci�ed deployment combinations
and facilitates a characterization based on the model's performance.

The value proposition of the system lies in the fact that time and cost of experimentation
is reduced prior to the model hitting production. Further, we position the system as a singular
lightweight alternative to prior o�erings in this space. By reducing the degree of abstraction
between the user and the underlying deployment while still providing a testbench, we allow
the user to gain unbiased insights on the performance of various deployment platforms and
con�gurations to further aid in their decision making. Importance is also placed on modular
design of the tool's components, thus allowing for ease of extensibility and portability. Existing
open-source tools in this space do not provide a singular means to compare the underlying
deployment platforms, and this is an important aspect of MLDep.

The key contributions of this thesis can be summarized as follows:

ˆ A lightweight ML deployment platform that acts as a testbench and fosters exploration
of deployment characteristics given a model.

ˆ A study on the characterization of containers, VMs and serverless functions as deploy-
ment platforms that serve relevant use-cases using ML models, some of which are not
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covered by earlier studies of this nature, with hardware parity ensuring fair comparisons
between the deployment platforms.

In the following sections, we cover the background and preliminary concepts, followed by pre-
senting the consequent research questions that underpin the thesis and relevant related work.
We then present the design of MLDep, followed by the experiment design and experiments
themselves that are used to drive the study on the nature of deployments. We discuss the
results of the study and present the limitations of the system and scope for future work. The
source code for the system can be found on GitHub, provided in Appendix A.2
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Chapter 2

Background and Preliminaries

This chapter covers the concepts used over the course of the design and implementation of
both the MLDep system and the study on the nature of deployments.

2.1 ML Models and the ML Pipeline

ML models are algorithms that use mathematical and/or statistical concepts to 'learn' or codify
meaningful relationships and patterns present in data. Through this de�nition [15], Janiesch
et al. present three terms of distinction: ML, which is a superset of Arti�cial Neural Networks
(ANNs), which in turn is a superset of Deep Neural Networks (DNNs). We bring the latter
term to the fore as DNNs and Deep Learning are now at the forefront of ML advancement.
Models are thus actualizations of each of these concepts.

ML models learn through an iterative process referred to as training. Relevant data attributes,
referred to as features, are engineered and fed into the model, after which the model can be
used to predict, classify or generate based on new inputs. We note that prediction, classi�ca-
tion and generation are three among several other use-cases.

While the ML model itself is the fundamental component of ML, the broader pipeline consists
of several other components that, importantly, mandate a development e�ort that is not exactly
proportional to their perceived importance in the pipeline. We present a popular visualization
of the signi�cance of all the parts of an ML system that are not just the core ML model,
presented by Scully et al. in Figure 2.1.
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Figure 2.1: Representation of all the components of an ML system, by Scully et al. [34].
We have highlighted components relevant to the purview of this current study

We see that the ML code development e�ort, while at the center of the representation, forms
a small portion of the overall development e�ort from the industry point-of-view. All of these
components form what Scully et al. refer to as being plumbing. A part of this plumbing that is
more end-user-facing than data-scientist-facing is the deployment aspect, which is highlighted
in red in Figure 2.1. This leads us to inference serving, which is the focus of this thesis.

2.2 Inference Serving

The various stages of the ML pipeline were brie
y covered in the previous section. The broadest
cut to the components of the pipeline would be to view a component as one of two categories
- user-facing or non-user-facing components. In the study presenting INFaaS [31], an inference
serving system, Romero et al. describe the non-user-facing phases of an ML pipeline as being
characterized by long-running computes, lower focus on deadlines and dedicated hardware
resource usage. This is, however not the case with inference serving, as explained below:

ˆ ML deployments do not typically have long running computes due to latency or response
time SLOs. For example, a use-case such as a personalized feed for FaceBook is powered
by models that are invoked trillions of times per day at sub-second latencies [11].

ˆ Feature engineering and hyperparameter tuning are explorative processes by nature. In
contrast, inference serving is typically deterministic and has speci�c SLOs to adhere to.

ˆ Inference serving is often facilitated by heterogeneous hardware. Training and hyperpa-
rameter tuning can be run in a distributed fashion, but the underlying hardware is often
dedicated and homogeneous. On the other hand, a single model's inferences can be
served simultaneously on heterogeneous hardware that is not necessarily dedicated - for
example, a model could be served predominantly through a managed containerization
service, but could also use a function deployment that is passive and kicks in when SLO
demands are not being met by the container deployment.

Inference serving aims to take model code,and expose its inner functionality, and consequently
the output through a single interface through which an input can be provided and an output
can be obtained from the underlying model code. Inference serving systems thus typically per-
form the task of wrapping the model code provided by the user into a deployable application
that exposes its computation through an endpoint. The application is then deployed on varying
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hardware depending on the level of service abstraction provided by the system. The deployment
is monitored and managed, with rules used to determine reactive scaling. In a tool survey as
part of a study presented by Kreuzberger et al. [17], we see that there are prominent examples
in both the open-source (KubeFlow, MLFlow, etc.) and commercial spaces (AWS SageMaker,
Azure ML etc.) which operate at di�erent levels of focus and scope. KubeFlow for example
addresses the ML pipeline as a whole, deploying each atomic part of the pipeline as containers
and orchestrating them through Kubernetes. Thus this implies that the core deployment type
used here is that of containerization, and this comes with certain underpinnings of container
deployments such as faster cold-start times as compared to Infrastructure-as-a-Service (IaaS)
o�erings. These underpinnings form a part of the 'nature of deployments' that is characterized
further in this study.

In e�ect, inference serving systems form an abstraction layer between heterogeneous hard-
ware/platforms and the data scientist. The extent of the abstraction layer can vary from
minimal to extensive, where the latter variants exhibit features such as SLO-aware scheduling.
The ultimate goal of the system is to facilitate a 'code over the wall' approach for a data
scientist, in that as much of the deployment decisions is abstracted from the data scientist,
the onus of which is shifted onto the system itself, or MLOps-oriented teams.

2.3 Heterogeneity in Deployment Platforms

Resource heterogeneity in public cloud o�erings takes the form of Infrastructure as a Service
(IaaS), Container as a Service (CaaS), Platform as a Service (PaaS) and Function as a Service
(FaaS).

IaaS refers to the use of VMs as a deployment platform, popular due to its relatively lower
costs. However, VM deployments exhibit slower cold-start times, which add up into latency
termed as provisioning latency [9] and are more suited to handling constant loads. Instances
of various speci�cations can be used to deploy applications. IaaS o�erings include Azure VMs,
AWS EC2 and Google Compute Engine among others [16].

Containers o�er a di�erent kind of virtualization as the bedrock for deployments. Public clouds
o�er managed containerization services such as AWS Elastic Container Service (ECS)/Fargate.
Containers by nature are more portable and lightweight when compared to VMs. They also dis-
play faster cold-start times [37]. A study conducted by Salah et al. [33] shows that containers
perform equally or worse compared to VMs for a few web application deployment scenarios.
Apart from being di�erent from typical web application deployments, it is to be noted that
ML models are heterogeneous in nature within themselves, even when comparing two models
that are used for similar use-cases. This primarily comes down to two aspects, i.e di�erences
in model architectures and di�erences in model sizes. Further, AWS ECS containers are de-
ployed on a backbone of AWS EC2 clusters, thus con�guration variability adds yet another
confounding layer that deters broad generalizations.

We have mentioned a few PaaS o�erings such as AWS SageMaker earlier, which abstract
the hardware deployment considerations to a large extent. MLOps platforms such as these
also have the added value proposition of having wide scope and addressing several parts of the
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ML pipeline, complete with a model management suite [10].

FaaS also provides a high level of abstraction for the user, where the user purely provides
the code to be deployed, which is then deployed in an isolated function environment. Public
cloud alternatives such as Azure Functions and AWS Lambda also position FaaS as an op-
tion with a predominantly pay-as-you-go model [35], thus making it a good �t for a passive
deployment alternative, further strengthened by its quick cold-start times. One of the core
philosophies of serverless is to design for push-based event-driven invocations. These events
refer to triggers that invoke the function and can include pushes to a message queue, updates
to a database or web requests to a URL among others [14]. The positioning of functions as a
secondary deployment can thus be driven by setting up events that are triggered when certain
SLOs on the primary deployment are not being met, for example.

The current study deals with VMs, containers and functions as the deployment platforms
of focus. An important aspect from the cloud vendor perspective is that basic hardware parity
is not maintained between containers, VMs and functions in the case of most public clouds.
This implies that the lowest tier of VMs and the lowest tier of functions will not run on
identical hardware. This study on the other hand aims to maintain hardware parity between
deployment platforms, thus lending some insight into the cloud vendor perspective. The insight
we aim to achieve on this perspective is as to how the di�erent platforms mandate varying
levels of resources in order to drive comparable performance. Understanding this perspective
could further help users align their expectations on the performance and cost of cloud o�erings.

Hardware parity is further elaborated upon in the coming chapters.

2.4 Containerization and Virtualization

Containers are instantiations of animagethat contains the base �les required for the environ-
ment, and any �les relevant to the application. Images are built, and containers are instantiated
or run from the images.

VMs and containers operate on two di�erent levels of isolation. At the outset, containers
abstract at the application layer. The model and its dependencies are packaged together into
a single image. Multiple containers share the same operating system (OS) kernel, but each
container has its isolated �lesystem, processes, and network stack. On the other hand, VMs are
an abstraction at the hardware layer. They emulate a complete system, including a virtualized
OS, on top of a physical host. Each VM runs its own separate OS, and multiple VMs on the
same host do not share the same kernel.

Docker and Podman are two examples of tools that facilitate the creation, deployment, and
management of containers [8]. We discuss these technologies further in Chapter 4. In their
presentation of a lighter-weight virtualization solution [22], Manco et al. illustrate how typical
VM solutions have considerably slower boot times compared to Docker containers, sometimes
by a factor of about 10 times or more.

This in turn informs deployment choices for ML inference serving, of which there are further
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choices too, as discussed below. An example of the e�ect of these choices is the consideration
that a deployment platform that is classically slow to start need not be used by itself to address
spikes in workloads.

2.5 Open-source Serverless Frameworks

Apart from commercial cloud o�erings, there are several open-source frameworks to set up
serverless function serving. These include Apache OpenWhisk, OpenFAAS and Kubeless among
others [23].

Functions are essentially code provided by the user that does not need to be wrapped in
an application in order for the output to be served. Rather, the code is executed within a
pre-de�ned runtime. In the case of Apache OpenWhisk for example, this runtime is a Docker
container.

The serverless platform internally manages API creation and request handling. The runtime is
also managed on the 
y by the platform. In the case of OpenWhisk, containers are created and
warm-started to pre-empt incoming requests and avoid provisioning latency. When it detects
lack of activity it pauses the container in order to manage resources. These are a few among
the many aspects of management a serverless framework exerts over core resources, thus also
di�erentiating it from the pure containerization approach.

2.6 Model Wrappers

Common to the container and VM deployments is the idea of having a system-provided model
wrapper that comes with an inference server that can wrap around the business logic, or the
core ML computation. This requires some level of templatization to be set by the system,
and for the user to follow this templatization. A simple example of templatization provided by
Seldon Core [28], an open-source model-deployment framework is given below.

class MyModel(object):

def __init__(self):
print("Initializing")

def predict(self, X, features_names=None):
"""
Parameters
----------
X : array-like
feature_names : array of feature names (optional)
"""
print("Predict called - will run identity function")
return X

Further information is provided as part of Appendix B.1
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The system-provided wrapper also comes baked in with hooks for various auxiliary functions
such as endpoint health checks, request metric tracking etc. It is to be noted that serverless
function platforms have their own methods of wrapping user-provided code. Thus, the model
wrappers used in this paper only apply to containers and VMs. The system proposed in this
thesis also uses the model wrapper idea with inspiration taken from Seldon Core. This is further
explored in the coming chapters.
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Chapter 3

Related Work and Industry Outlook

3.1 Related Work

Past studies have both characterized the nature of deployments, as well as presented frame-
works that act as the intermediate management layer between the user and the deployments.
MArk [37], presented by Zhang et al. is an inference serving system informed by the core
design choices of SLO-awareness and cost-e�ectiveness. It employs additional techniques such
as dynamic batching and workload prediction. We treated this system as a jump-o� point for
the system presented in this thesis.

Further, Zhang et al. also conduct a brief exploration of deployment platforms as part of
their study. ML workloads are characterized on Amazon Web Services (AWS) across various
platforms - Infrastructure as a Service (IaaS - EC2), Container as a Service (CaaS - ECS)
and Function as a Service (FaaS - Lambda). A few relevant observations from the same are
presented below:

ˆ Workload diversity : The characterization deals with two types of tasks - Image Clas-
si�cation using the two Inception models and machine translation using OpenNMT.

ˆ IaaS-FaaS Hybrid: The �rst key �nding from the characterization is that IaaS achieves
the best cost and latency performance for ML model serving, and combining it with FaaS
can potentially reduce over-provisioning while remaining scalable to spiky workloads. The
authors mention how this could be accomplished and it is a part of MArk, their system.

ˆ No advantage for CaaS: The authors point out that ECS exhibits neither the quick
scalability of Lambda nor the lower cost of EC2, and thus focus on EC2, Lambda and
a combination thereof. This is exhibited in their �ndings of the characterization shown
in Figure 3.1. This elicits the question as to which situation could call for ECS as the
optimal solution.
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Figure 3.1: Cost and Average Latency for 1M requests on 3 models deployed on AWS
EC2, ECS and Lambda presented by Zhang et al. [37]

This motivated the creation of a lightweight testbench for inference serving as part of this
thesis, using which we perform our own characterization study. The work presented in this
thesis stands apart from the work by Zhang et al. in the following aspects:

ˆ Without the extra capabilities such as workload prediction and adaptive batching, MLDep
is a lighter-weight system that facilitates purer comparisons between various deployment
platforms to the end user, with fewer layers of scripting and automation between the
user and the hardware.

ˆ Experimentation includes containers as one of the three deployment platforms. Studies
on the nature of deployments by Zhang et al. as part of MArk do not focus on containers
when it comes to heterogeneous deployment setups, thus we aim to augment or add to
the discussion points yielded by these studies through our thesis.

ˆ We experiment with di�erent models, some of which are growing in relevance at the time
of this study, in order to investigate potential di�erences in performance both within the
models themselves and against the performances exhibited by the deployment platforms
in prior studies.

ˆ There is hardware parity between the three deployment platforms, thus ensuring fair per-
formance comparisons as the deployment platforms run on hardware that is completely
under our control.

In further related work, Gunasekaran et al. propose their own system titled 'Cocktail' [10] with
more considerations compared to MArk. Cocktail's focus is on model selection and ensembling
for speci�c use-cases. The central idea is that multiple versions of models are deployed for the
same use-case, which Cocktail switches between based on SLO demands. As part of the study,
Gunasekaran et al. also provide a comprehensive view on features that ML deployment frame-
works commonly employ. These include predictive scaling, SLO guarantees, cost-e�ectiveness,
ensembling, heterogeneous instances and dynamic ensembling.

Similarly, Yang et al. present INFless [36], a serverless inference serving platform that speci�-
cally focus on function deployments on their own hardware by using a base framework provided
by OpenFAAS [23]. The focus of INFless lies in a custom autoscaling and scheduling engine
written by Yang et al. in order to improve on the performance of OpenFaaS.

Richins et al. [30] take into account the entire pipeline involved in propping up an AI ap-
plication and not just the aspect of serving the model. They study end-to-end application
latency and provide breakdowns on each phase of a face detection use-case, as shown in
Figure 3.2.

12



Figure 3.2: End-to-end latency breakdown presented by Richins et al. [30]

This essentially calls into question the maximum possible uplift that can be achieved for simply
the model prediction module, as opposed to all the other parts of the ML pipeline. This acts as
the inspiration for creating a system that can also facilitate module-level study in the future.

3.2 Industry Outlook

There are various aspects to consider when it comes to how the industry views ML applications
and the underlying lifecycle. Following on from Figure 2.1, Amershi et al. present a breakdown
of tasks at a more granular level in their explorative study of the software engineering behind
ML at Microsoft [1]. Having conducted a survey of 308 AI professionals at Microsoft, they
present a ranking of the di�culty of each of these tasks. The ranking is given by each of the
aforementioned AI professionals, across three buckets of experience (Low, Medium and High).
The results show that while Data Cleaning and Availability unanimously ranks 1st in terms of
perceived di�culty, the following tasks relevant to deployment are nevertheless high-ranking -

ˆ Hardware Resources, Integrating AI into Larger SystemsandEnd-to-End Pipeline Sup-
port rank highly for professionals with low experience, with the latter ranking as high
as 2nd for professionals with medium experience and 4th for professionals with high
experience.

ˆ AI Tools, Scaleand Model Evolution, Evaluation and Deploymentall score very high
ranks among professionals with high experience.

Amershi et al. note that the disparity in ranks among the di�erent experience buckets is natural
as engineering-intensive tasks such as handling scale and model deployment are carried out by
individuals with more experience.

We use Amershi et al.'s study to point out that MLOps is de�nitely recognized as a chal-
lenge from an industry point-of-view, and advances in this space will propel the entire broader
domain of ML forward.

Chen et al. present a study on the challenges in deploying Deep Learning (DL) models [5].
The study was conducted on StackOver
ow question data, using which the study goes on to
taxonomize the challenges. In the taxonomy presented, Chen et al. show that two challenges,
among a few others form a large part of the questions asked on StackOver
ow -
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ˆ Servingtakes up to about 14% of the questions asked. The activities falling under this
taxonomy includeModel Loading, Parsing Request, Serving Multiple Models Simultane-
ously, Authenticating Client, Con�guration of batchingandBidirectional Streaming.

ˆ Requestforms about 13% of the questions, includingSetting request parameters / body,
Batching andGetting information of exposed model.

Operating with the assumption that questions on StackOver
ow are a fair representation on
aggregate of the challenges experienced by ML practitioners, this study shows that a big chunk
of the challenges and the sub-activities are in fact within the purview of MLOps tools. Serving
and request handling are only two examples of the feature suite of any MLOps tool, including
the testbed presented in the current study.
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Chapter 4

Design and Implementation

In this chapter we present the design of MLDep, the testbench system developed as part of
this thesis that is used to drive the study on the nature of deployment platforms. As part of the
design, we start o� by covering the high-level design considerations that shaped the system
and the requirements. The solution architecture then covers the system in detail and presents
a component-level breakdown, followed by a brief discussion of some alternatives that were
available for certain components and why certain design choices were made.

4.1 Design Considerations

In this sub-section we present high-level design considerations that provided general direction
for system development:

ˆ Purpose: The tool should be able to take in ML model �les and be able to deploy on
various user-de�ned deployment con�gurations. The broader purpose is to function as
a testbed for performance exploration, and foster experimentation in the end-user when
it comes to a domain that classically discourages experimentation, i.e deployment and
production.

ˆ Target Users: The target users are data scientists or data science teams looking to
explore deployment options for their models.

ˆ Lightweight : As described in the study conducted by Gunasekaran et al. [10], state of
the art PaaS o�erings come with a suite of features that extend considerable control
over the deployments. However, with a more lightweight system that does not pose
itself as being entirely production-oriented, it allows the system to act as a testbed for
performance exploration, and drives one of the other goals of this study, i.e to examine
the nature of deployments.

ˆ User Control and Ease-of-use: Where possible, options must be given to the user
to be able to manipulate the system. Exerting user control must be made as easy as
possible, with templatization where needed.

ˆ Open-Source: MLDep should use only open-source tools and frameworks, and should in
itself be open-source and open to community contribution. This further implies that each
separate module must have separate documentation that clearly explains the purpose,
usage and examples, as well having high-level tool instructions.
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4.2 Requirements

We de�ne the following requirements for the system:

ˆ Deployment Platform Support : The system should support deployments on VMs,
containers and serverless functions. Further, it should be built in such a way that facili-
tating extensibility to new deployment platforms beyond the three studied in this thesis
is easy.

ˆ Model Support : The system is to be built such that it does not need any core changes
in order to accommodate newer models or frameworks. Thus unanimous support for
popular Deep Learning libraries like PyTorch and Tensor
ow should be supported out of
the box.

ˆ Modularity and Extensibility : Each component of the system is built in a modular
manner such that they can be enhanced, changed or removed with minimal develop-
ment overhead. Thus if the ML model is to be written in a di�erent language and not
Python, the system should be able to deploy the model with minimal tweaking from
the user. This also includes deeper design aspects such as container management tools,
virtualization technology, serverless function frameworks, the load-generation, among
other components. This helps foster extensibility in terms of models too, as wide model
support is an important vertical to consider

ˆ Logging and Performance Evaluation : Following on from the goal of the study being
to use the system to examine the nature of deployments, logging at a request and module
level is a functional requirement. This drives performance analysis along these verticals
and �nally inference of insights on the nature of deployments. This includes designing
a load-generation system that can be customized by the user, with user-provided data
and request variants

4.3 Solution Architecture

Having discussed the design considerations and requirements for the system, we present the
architecture of the system in Figure 4.1, with a list of the technologies and tools used within
the system in Figure 4.2.

As an overview, MLDep takes in the model and the deployment con�guration from the user,
further described in Sections 4.3.1 and 4.3.2. The implementations of the container, VM and
function deployments are covered in Sections 4.3.3, 4.3.4 and 4.3.5 respectively. Incoming re-
quests are routed to the various deployments through a load-balancer, as described in Section
4.3.6. The deployment based on the user input is orchestrated by a meta-wrapper, described
in Section 4.3.7. We also present customizable load-generation, described in Section 4.3.8.
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Figure 4.1: Solution Architecture for MLDep

Figure 4.2: Technologies used within MLDep

4.3.1 User Input

The user is expected to provide two types of inputs - the con�guration YAML and the model
�les. The con�guration YAML, of which a template is provided within the tool, consists of
�elds for the model directory and speci�cs related to the container, VM, function deployments
and the load-balancer. These speci�cs include the number of instances of each deployment,
CPU core usage speci�cations and details on privileges required for the underlying tools used
in the deployment platforms.

The model �les are to be kept in an appropriately named folder within a speci�c directory
in the project structure. Further, the model �le is templatized, and the user is expected to
place their code according to this templatization. An abbreviated version of the template is
illustrated and discussed below.
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class Model:

def model_definition(self):
"""
Output:
model - instantiated model
"""
model = model_init() // Model initialization
return model

def preprocess_input(self, data):
"""
Input:
data
Output:
t_data - transformed data
"""
t_data = do_transform(data) // Custom transformations on data
return t_data

def predict(self, model, t_data):
"""
Input:
model - instantiated model
t_data - transformed data
Output:
prediction - model output
"""
prediction = do_predict(model, t_data) // Custom prediction
return prediction

At the outset, the template splits the model code execution into three modules, and thus three
functions in terms of Pythonic implementation. These include:

ˆ Model De�nition : This function is invoked by the model wrapper once at the time
the application is started, as will be elaborated upon in the model wrapper sub-section.
The model is �rst downloaded if the model �les are to be pulled from the internet. The
model is then instantiated and returned.

ˆ Input Pre-processing : Any pre-processing that is to be done on the input data for each
request is placed in this function. This could include reading base64-encoded image data,
transforming the image dimensions etc.

ˆ Prediction : The function takes in the instantiated model and transformed data as
inputs, and returns the prediction, or the output from the same.
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The idea behind splitting the ML code execution into modules is inspired by Richins et al.
[30], who show that there are certain cases where there is much lower gains to be had from
trying to optimize only one aspect of an ML pipeline. This spurred the question as to which
parts of the model's computation pipeline could see uplift with di�ering deployment platforms.
An example of such a question is as to whether the pre-processing for an image classi�cation
inference is �rstly even worth considering, and if so, would it perform better when deployed as
a container as opposed to a function, given that that speci�c model performs better on say a
container. Thus the system is built to foster exploration of this nature.

The templatization is inspired by Seldon Core's language wrappers, as stated in Chapter 2. The
primary di�erence is that Seldon Core splits the execution into two modules, aninit() method
and apredict() method. MLDep makes an additional split by adding thepreprocessinput()
method, which allows us to study di�erences between deployments and between models at a
slightly �ner level as compared to Seldon Core.

4.3.2 Model Wrapper

The model wrapper is responsible for wrapping the user-provided/modi�ed model code into
an application, consequently exposing the model execution logic via an endpoint.

The model wrapper uses Flask, and is model-agnostic. Module-level logging is also done from
the wrapper. The wrapper imports theModel class de�ned in the user input �le (refer to Sec-
tion 4.3.1). Thus it gains access to the methods for model de�nition, input pre-processing and
prediction. The wrapper then sequentially calls these methods using the input data provided,
while logging times of execution. The logging aspect is explored in the coming sections.

The only core requirement for the web framework was that it should be able to handle asyn-
chronous requirements. Flask was otherwise chosen due to its wide community support and
ease of integration with Python code.

4.3.3 Container Deployment

The 
ow for container deployment is presented in Figure 4.3, and elaborated upon in the
following sub-sections.

19



Figure 4.3: Flow diagram for containerization

Docker and Podman

The container deployment is done using Docker or optionally Podman. Both Docker and Pod-
man internally use therunc container runtime. The elemental di�erence between the two is
that Docker uses a daemon to manage its containers, and thus requires root privileges. On
the other hand, Podman can run rootlessly, thus making it a better �t for High-Performance
Computing (HPC) systems. Velp et al. [6] show that Podman containers have slower start-to-
end execution times compared to Docker, by about 200ms on average. It is to note however
that this includes container creation, starting and execution. In the case of MLDep, creation
and starting is usually one-time, thus the di�erences in performance of Docker and Podman
containers come down to execution alone, where the di�erence is much more negligible (where
Podman is still slower).

Integration of both of these container management tools as options to be exposed to the
user was natural as both thepodmananddockercommands have very similar usages.

Container Deployment Approach

The container deployment is done through a Bash script, and contains the following broad
steps:

ˆ A Docker�le is �rst used to build the Docker image that contains the environment
required for the model. The image is built using the Python:3.8-slim base image, which
is a Debian-based install with some basic Python 3.8 packages.

ˆ The model environment includes Flask, its related packages, and some commonly-used
libraries for ML including PyTorch, transformers etc.

ˆ The model �les, including the wrapped model are added into the image.
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ˆ Finally any libraries provided by the user as part of arequirements.txt�le in the model
directory are installed.

ˆ The model container is started from the image by using thedocker or podman run
command. The container is added into a pre-created Docker network. The network is
created at the time of deploying the load-balancer. The container is started with a speci�c
name, using the{name parameter. The container name is the same as the name of the
directory in which the model is stored, for examplealexnetor bert. This is important to
note, as the name is queued as such in the load-balancer by the meta-wrapper. This is
elaborated upon in the meta-wrapper section.

ˆ The application is started on the5000 container port, but the port is not published to
the local machine's ports, as it is eventually routed as a backend to the load-balancer.

4.3.4 VM Deployment

The 
ow for VM deployment is presented in Figure 4.4. The technologies used and the de-
ployment approach are covered in the following sub-sections.

Figure 4.4: Flow diagram for VMs

Virtualization Architecture

Libvirt and KVM are at the core of the virtualization solution used in MLDep. Libvirt, intro-
duced by Bolte et al. [4] is an abstraction layer written in C that works on top of various
hypervisor technologies. These include KVM, LXC and VMWare ESX among others. Libvirt
interfaces with the hypervisors using a daemon process namedlibvirtd. Libvirt is used by sev-
eral noted cloud providers for VM management, one of the most prominent examples being
OpenStack, which uses Libvirt to interface with the Xen supervisor [26]. To form a parallel,
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MLDep thus uses libvirt to interface with KVM.

KVM as a hypervisor is used alongside QEMU (Quick Emulator). Introduced by Bellard [3],
QEMU is a hardware hypervisor that hooks into the hardware virtualization extensions provided
by CPUs. When used alongside KVM with its tight integration with the Linux Kernel, they
make for a powerful and popular hypervisor choice.

Libvirt runs the VMs inside guest domains. A domain contains a single instance of an Oper-
ating System (OS) that is being virtualized. The Libvirt Application Programming Interface
(API) is exposed to a Command-Line Interface (CLI) calledvirsh, which allows us to create,
remove, and get information about guest domains.

The base images used for the VMs arecloud images. Instead of creating a VM with a blank
disk image, we create the VM in three broad steps:

ˆ Creation of a Disk-Image : The disk image contains the storage system for the VM.
The disk image is built using QEMU Copy-on-Write (QCOW). QCOW optimizes disk
usage by keeping the raw disk image as small as possible and only allocating disk space
as and when necessary, i.e as the installation grows. Thus we get the smallest possible
disk image.

ˆ Creation of a Cloud-Image : We create and use a cloud image, where the OS is already
installed. In order to create the cloud image and dynamically set its con�gurations during
boot, we usecloud-init, a cloud image initialization tool created by Canonical. Cloud-init
uses two �les to inject the con�guration during the VM creation process:

{ User-data: This �le contains information about the user(s) who will go on to use
the VM. In the case of MLDep, we use the default user-name in the cloud image's
OS, while also enabling Secure Shell (SSH) access via provision of password.

{ Meta-data : This �le contains details such as the instance name and instance ID
if any. We use a standard VM instance name internal to MLDep across all VM
operations.

An ISO image is created from these two �les, which will allow Cloud-init to bind the
con�gurations to the VM during installation.

ˆ Creation of the VM Image : The VM image is created with both the cloud image
and the disk image, with speci�cations given by the user. This is elaborated upon in
the meta-wrapper section. We note that the disk-image is created once if it does not
exist, and re-used for subsequent deployments. Libvirt makes retro-active changes to the
cloud-image on creation and usage of the VM image, and thus the two aforementioned
images are re-created for each deployment.

VM Deployment Approach

The VM wrapper indirectly takes in user-input for the model and VM speci�cations, and
proceeds to create the VM deployment. The steps following this are described below:

ˆ The model is wrapped in Flask application code.
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ˆ The VM image is created using libvirt and cloud-init according to the steps presented
in the previous sub-section, and the VM is started.

ˆ The IP of the VM instance is queried using virsh.

ˆ Network creation takes an arbitrary amount of time. To account for this, MLDep tries
to connect to the VM repeatedly with a set time interval, until it succeeds.

ˆ The VM wrapper accesses the created VM instance via SSH and runs the package
installation scripts. The packages installed are given by the user.

ˆ The application �les are copied into the VM and the application is started on the5000
port of the VM.

ˆ The endpoint is added as a backend into the load-balancer by the meta-wrapper (Section
4.3.7), which is further discussed in Section 4.3.6.

4.3.5 Function Deployment

The present the 
ow-diagram for function deployments in Figure 4.5

Figure 4.5: Flow diagram for Functions

OpenWhisk

Apache OpenWhisk is at the core of MLDep's function deployment. OpenWhisk is an open-
source serverless function deployment framework built to accept user code and execute it
within either a custom user-provided or defaultaction runtime.

OpenWhisk has an event-driven programming model. This refers to a paradigm where code
execution is de�ned withinactionsthat need to beinvokedby events. Figure 4.6 presents the
OpenWhisk programming model, while the contextualization to its MLDep implementation is
illustrated in Figure 4.7.
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Figure 4.6: OpenWhisk Programming Model, further details linked in Appendix B.1

Figure 4.7: OpenWhisk Programming Model for MLDep

Actions refer to the executable code that is wrapped up in OpenWhisk's own boilerplate and
exposed in some manner (using either the OpenWhisk REST API, OpenWhisk CLI, simple and
user-created APIs or automated via Triggers, details linked via Appendix B.1). In the case of
MLDep, we expose the action as an API endpoint, which is consequently reverse-proxied via
the load-balancer (Section 4.3.6). When the API endpoint is hit, OpenWhisk internally calls
the invoker, which then triggers the action.

We present some salient points regarding OpenWhisk's internal implementation that are rele-
vant to its broader implementation within MLDep:

ˆ The custom runtimes render the scope of the framework completely language-agnostic.
This means we can as easily execute Python functions as we can R functions, provided
we specify the custom runtime. This can be done either by providing a DockerHub link
to the Docker image of the action runtime, or by manually pulling the aforementioned
Docker image onto the host system where OpenWhisk is deployed.

ˆ Serverless functions by design are meant to be stateless and idempotent, and an Open-
Whisk user is expected to provide all dependencies required for the function execution
in one of two ways:

{ The code and its dependencies are zipped into an archive and sent to OpenWhisk.

{ The dependencies are baked into the custom function runtime.

In the case of MLDep, we follow the latter approach. The custom images used are
provided in Appendix A.2
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ˆ The action is run from within the action runtime container. This container is created
beforehand by OpenWhisk when the action is de�ned, and is run when the action is in-
voked. Post invocation, the container is still kept running for a set duration, post which
if there are no more invocations the container is put into paused state. Thus Open-
Whisk e�ciently manages resources while ensuring faster response times and avoiding
provisioning delays.

ˆ OpenWhisk exposes its functionality through a CLI. This interaction is done by MLDep
and abstracted from the user.

ˆ Currently, OpenWhisk is not integrated with MLDep. Instead, MLDep relies on a pre-
existing installation of OpenWhisk that can be reached by MLDep. Further, MLDep
requires the OpenWhisk server to be up and running at the time of model deployment.
Tighter integration of a static OpenWhisk version into MLDep is a possible future
improvement.

Function Wrapper

The function wrapper wraps the model code di�erently compared to the way code is wrapped
for container and VM deployments. Referring back to Sections 4.3.1 and 4.3.2, we recall that
the model code is placed in theModel class in a templatized �le, which is then imported into
the wrapper code �le, which wraps the code into a Flask application.

However, OpenWhisk does not need the code to be wrapped as a Flask application, and
instead simply expects amain() function to be provided as part of the code, as OpenWhisk
treats this as the entrypoint. Thus we take theModel class as de�ned earlier and append a
genericmain() function that calls each of the three modules shown in Section 4.3.2 sequen-
tially.

Function Deployment Approach

Function deployment involves the following steps:

ˆ Create the wrapped function code from the user-provided input code.

ˆ Create the action on OpenWhisk.

ˆ Expose the action via an API.

ˆ Add the action API as backend to the load-balancer.

4.3.6 Load-Balancer

HAProxy (short for High Availability Proxy) is a popular, fast and light-weight load-balancer
that is used as part of MLDep. The purpose of the load-balancer component is to expose
deployment con�gurations consisting of one or more user-de�ned model deployments to the
end-user via a single endpoint.

HAProxy primarily works by loading a con�guration �le at the time of starting. The con-
�guration �le contains information about the frontends and backends that are registered into
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HAProxy. We note that frontends refer to the components of the load-balancer that receive
an incoming request (not necessarily from the user), and backends are the components that
serve the requests.

Load-Balancer Deployment

We present below some preliminary points regarding the HAProxy deployment:

ˆ The container runtime option is taken indirectly from the user as an input. Thus the
load-balancer will either be deployed within a Docker or a Podman container.

ˆ A container bridge network is set up prior to the container creation. This network enables
the load-balancer to communicate with containers. The pre-requisite for this is that the
load-balancer must be deployed on the same system that acts as the host system for the
container engine.

ˆ HAProxy is started with the initial con�guration.

ˆ When backends or frontends are to be added, the con�guration �le is modi�ed and the
container is killed and restarted with the new con�guration.

Load-Balancer Routing Architecture

Figure 4.8 illustrates how requests are routed for a multi-deployment setup.

Figure 4.8: Routing for a multi-deployment setup

We note the following points:

ˆ We create three proxy frontends within the HAProxy instance. The main frontend (run-
ning at port6000) redirects to one of these proxy frontends based on the weights given
by the user. Each of the three proxy frontends relate to the three types of deployments.
Thus, for example if the user speci�es a weight of 70-20-10 for containers, VMs and
functions respectively, then HAProxy redirects 70% of requests to proxy-frontend-1, 20%
of requests to proxy-frontend-2 and 10% of requests to proxy-frontend-3. Refer to Figure
4.9 for an example of a similar con�guration.

ˆ The proxy frontends then redirect the requests to their respective backends.
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ˆ The backends each have one or more deployments registered under them.

ˆ Thus any number of instances of each type of deployment can be added, while preserving
the overall weight rules for each type of deployment.

ˆ The frontends and backends are all components within the same singular HAProxy
instance.

Figure 4.9: HAProxy statistics page illustrating a single VM and single container deploy-
ment scenario - The container backend, routed through proxy-in2 receives 70% of the load
and the VM backend, routed through proxy-in3 receives 30%

4.3.7 Meta-Wrapper

The meta-wrapper is the user-facing component of MLDep, and consequently controls each
of the components elaborated upon in the previous sub-sections. The broad steps executed by
the meta-wrapper are listed below:

ˆ The user provides deployment con�guration speci�cations through a YAML �le. The
YAML �le takes in the model directory, and the following details about each deployment
type:

{ Whether or not the deployment type should be deployed

{ The overall routing weight to the deployment type. For example, if the weight for
container deployments is 10 and that of VM deployment is 90, then regardless of
the number of instances within each deployment type, 10% of the requests are
routed to the containers and 90% to the VMs.
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{ Number of instances of that deployment. We note that multiple instances of the
same deployment type are load-balanced equally within themselves. The instances
themselves are identical to each other. An area of future work could be to extend
this in order to allow the user to separately de�ne each instance of the deployment
type too.

{ Number of CPUs the deployment type has access to.

{ In the case of containers and VMs, whether or not the user running MLDep has
root privileges when interacting with Docker and libvirt respectively.

{ In the case of OpenWhisk, the directory where OpenWhisk has been installed.

{ For the load-balancer, whether or not the user running MLDep has root privileges
when interacting with Docker. This is because HAProxy is deployed as a container.

ˆ The load-balancer is started with the initial con�guration, devoid of any proxy-frontends
or backends.

ˆ The container, VM and function deployments are carried out as per speci�cation.

ˆ The frontends and backends are added to the load-balancer con�guration �le, and the
load-balancer container is restarted with the new con�guration.

An example of a con�g YAML that is used to deploy a container and a VM combination is
given in Appendix A.3.

Teardown

The teardown script, when called, reads the same YAML �les the user provides to MLDep
as described in Section 4.3.7. It removes all deployments at once by executing the following
steps:

ˆ The load-balancer container is removed.

ˆ All model containers are removed.

ˆ The VM domains aredestroyedand unde�ned. Destroying a VM shuts it down, and
unde�ning a domain removes all con�gurations attached to the VM.

ˆ The OpenWhisk function actions are deleted, and the newly created wrapped models
for function deployments are deleted.

4.3.8 Load-Generator

The load-generation is primarily used for the experimentation done as part of this study, how-
ever it is also exposed as a user-facing function. The load-generation uses either a default
or a custom trace provided by the user. Based on the trace, and data provided by the user,
requests are sent to the deployments. The trace is executed and logged through a load-testing
tool named Vegeta (Appendix B.1) written in Go, which is run through a CLI. Vegeta is the
tool of choice as it presents an easy way to control the exact number of requests being gen-
erated at even sub-second levels. This is an important point of consideration as we aim to
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replicate either the default or user-provided trace.

The load-generation by default, and for the study, uses Twitter data that presents minute-level
information about the number of tweets (Linked in Appendix B.1). We discuss the rationale
behind using this as the default trace in Chapter 5. The user can also provide their own trace,
and specify a scale for the trace, with which the load generation can be controlled. The process
behind the trace execution for the experiments is elaborated upon in Section 5.3.

4.3.9 Logging

The module-level logging is baked into the model wrapper. We recall from section 4.3.2 that
the model �les are templatized to split the code into three modules, i.e the model initializa-
tion, the preprocessing and the prediction. Thus the model wrapper then imports the model
class from the model �le and calls the three modules/methods. The execution times for each
module of each call is logged.

In the case of container and VM deployments, the module-level logs are written out into
the respective containers and VMs, and are manually copied out when needed. In the case of
function deployments, the execution times are sent back along with each request, since the
action runtime is not normally accessible.

Vegeta logs end-to-end latencies per request, and these are primarily used in the study.

4.4 Design Choices and Alternatives

Having discussed the system design of MLDep and each of its underlying components, we
bring up certain alternative design choices we could have taken with MLDep, and justify the
current choices.

Why Docker and Podman?

We choose both Docker and Podman as possible runtimes in order to cover deployment of
MLDep on both non-HPC and HPC systems, as mentioned in Section 4.3.3. Singularity was
also brie
y considered as a possible containerization solution and container engine for HPC
systems. This was because Singularity's focus is on speci�cally serving HPC use-cases, with
a feature suite for the same. Examples of these features include native support for GPUs,
In�niBand networks etc. [19]. We also note that HPC use-cases frequently involve limited
privilege and strong security concerns, which are typically addressed by Singularity. For the
study presented in this thesis, while the experimentation system, elaborated upon in Section
5.6 is indeed an HPC system, we use an isolated node where the issues of security in the case of
multi-user scenarios does not come into question. Thus Docker and Podman were prioritized,
while we position the support for further containerization technologies as part of the future
scope of the system.
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HAProxy as the Load-Balancer

HAProxy was chosen as the load-balancer due to its lightweight implementation. Other al-
ternatives for the same include NGINX and Trae�k. HAProxy does not expose an API on its
own to interact with. Instead it uses the Data Plane API in order to allow user interaction.
However, the most basic method of interaction is to directly alter the con�guration �le that
HAProxy starts with, and consequently restarting the load-balancer container. This is done
via scripting, which also aligns with the general paradigm in MLDep. It is to be noted that
the ideal approach to integrating the load-balancer would be to treat the load-balancer as
a complete black-box and interact with it only via an API or language bindings rather than
scripting, especially if further features such as reactive scaling are to be implemented.
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Chapter 5

Experimentation Methodology

In this section we discuss the approach we take to experimentation, along with speci�cs of the
deployments used for deriving results and consequently insights.

5.1 Models and Use-cases

We pick two use-cases and three models spread across these use-cases in order to perform the
study using MLDep on the natures of deployments. These use-cases and models are depicted
in Table 5.1:

Table 5.1: Table of models used for the study on nature of deployments

Model Use-Case
Framework/

Library
Parameters

AlexNet Image Classi�cation PyTorch 62.3M
ResNet50 Image Classi�cation PyTorch 23.5M

BERT
Bi-directional Context

Inference
Transformers 345M

We use two verticals to inform the decisions behind picking speci�c models and use-cases:

ˆ Relevance: Image classi�cation and Natural Language Processing (NLP) are very promi-
nent use-cases across ML academia. The latter domain has especially seen a signi�cant
rise in prominence in recent times with the wide use of Generative Pre-trained Trans-
formers (GPT) as part of applications such as chatGPT. This is a driving rationale for
picking BERT, a Large Language Model (LLM) as part of the NLP use-case.

ˆ Well-studied Benchmarking Standards : AlexNet, ResNet50 and BERT all have pre-
studied benchmarks done through MLPerf as part of the MLCommons Inference bench-
mark suite [29] presented by Reddi et al. The information obtained from MLPerf is
summarized in the following points below:

{ We have existing knowledge about the relative performance of these models in
terms of accuracy and latencies.
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{ MLPerf by itself provides a lean framework for operationalization of models for the
purpose of benchmarking, which is similar to the modular approach adopted by
MLDep.

{ MLPerf provide access to the datasets used for the benchmarks, which enables the
usage of the same datasets and thus testing methodology in the case of MLDep
too.

5.1.1 Image Classi�cation with AlexNet

Krizhevsky, Sutskever and Hinton presented one of the most formative works in the domain
of Deep Learning, which is the widely used AlexNet model [18]. We pick AlexNet for this
very reason, as it acts as a baseline of sorts for the broad and popular use-case that is image
classi�cation. We note that the AlexNet implementation as part of MLDep classi�es images
into one of forty-two classes. We use a pre-trained implementation made available as part of
the PyTorch Torchvision library [21].

5.1.2 Image Classi�cation with ResNet

He et al. introduced the use of Residual Neural Networks, and trained image classi�cation
models with various depths (50, 100, 150 layers) [12]. We pick ResNet50 as part of the
study, owing to its comparable size with AlexNet and its implementation as part of MLPerf.
ResNet50 displays higher top5-accuracy as compared to AlexNet and requires more compu-
tation. The implementation of ResNet50 as part of MLDep classi�es the model into one of
approximately thousand classes. Similar to the AlexNet implementation, we make use of a
pre-trained Torchvision implementation [21].

5.1.3 Masked Language Modeling with BERT

Bi-directional Encoder Representation for Transformers, or BERT is an extremely prominent
model within the larger space of NLP. The implementation of BERT in the case of MLDep
uses Hugging Face's Transformers library [7]. Masked Language Modeling is used for the task
of inferring context from language, or a sentence, to be able to �ll in a missing word from the
sentence. This is illustrated with an example in Figure 5.1.
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